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Abstract

The problem of the initial transient has been discussed in the simulation literature over the past 40 years.  Various approaches have been suggested for dealing with it.  Deletion of the initial transient data by specifying a warm-up period seems to be the most common and favoured approach.  But how can the length of the warm-up period be estimated?  A review of methods for determining the warm-up period is provided.  The methods are classified under five headings: graphical methods, heuristic approaches, statistical methods, initialisation bias tests and hybrid methods.  A critique of the methods is provided with respect to their simplicity, ease of implementation, accuracy, dependence on assumptions and need to estimate parameters.  It is concluded that no single method can be recommended and that further research is required particularly in testing and comparing the proposed methods on empirical data.
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1. Introduction
A key aim of discrete-event simulation is to estimate the steady-state parameters of the simulation output, that is assuming the output reaches a steady-state.  The beginning of a simulation run, however, normally entails some transient period prior to the model reaching a steady-state, otherwise known as the ‘initial transient’.  This typically involves at least the time it takes for the model to fill with entities, for instance, parts in a manufacturing plant model or telephone calls in a call centre simulation.  Inclusion of the initial transient data in the simulation results leads to bias in the estimates of the steady-state parameters.  As a result, it is important that these data are dealt with appropriately.
There are broadly four methods for dealing with the initial transient.  First, the model is run-in for a warm-up period until it reaches a steady-state and the data from the warm-up period are deleted.  Second, the initial conditions of the model are set such that the model is in steady-state from the beginning of the run.  Third, the model is run for a very long time, making the bias effect negligible.  Finally, the steady-state parameters are estimated from a short transient simulation run (Voss et al, 1996).  A compromise between methods one and two is a mixed approach in which partial initial conditions are set, but the model still requires some warm-up. 

Inspection of simulation case studies suggests that the first of these approaches, a warm-up period, is in most common use.  Simulation texts also seem, in general, to recommend this approach e.g. Law and Kelton (2000).  It is on this approach that this paper focuses.
In using a warm-up period the question naturally arises: how can the length of the warm-up period be determined?  If the warm-up is too short, then bias will be introduced into the results obtained from the simulation model.  If it is too long, then useful data are wasted and either the precision of the steady-state parameter estimates is reduced, or longer simulation runs are required.  

Various methods for estimating the warm-up period have been proposed over the last 40 years.  It is the purpose of this paper to provide a review of the main approaches that have been put forward.  A brief description and a critique of each method is given with a view to providing those with an interest in estimating the warm-up period a summary of the techniques available along with their benefits and pitfalls.  
The methods for estimating the warm-up period are described under five headings: graphical methods, heuristic approaches, statistical methods, initialisation bias tests and hybrid methods.  Various criteria could be used to discuss the strengths and weaknesses of the methods (Gafarian et al, 1978).  Here the following criteria are used:

· Simplicity  Is the approach accessible to the average practitioner?  Considerations include the requirement for complex computations and the transparency of the approach.

· Ease of Implementation  Can the approach easily be implemented?  Is it possible to automate the procedure?

· Accuracy in Estimating the Warm-up Period

· Assumptions and Generality in their Use  Is the method restricted to specific circumstances or can it be relied upon in a wide range of situations?

· Estimation of the Parameters  Do many parameters need to be estimated?  If so, the efficacy of the approach may be compromised.

The paper concludes with a general discussion on the strengths and weaknesses of the warm-up methods and the requirements for further research.

2. Graphical Methods for Estimating the Warm-up Period
These approaches rely upon the visual inspection of time-series of the simulation output.  They range from straightforward inspection of the simulation output, to the partitioning of the data into batches and the calculation of moving averages.

2.1 Time-Series Inspection

The warm-up period is estimated by inspecting time-series of key output statistics, for instance, hourly throughput or individual waiting times (Robinson, 2004).  The length of the warm-up is selected as the point at which the time-series appears to be varying around a constant mean.  Further to this, if the model includes an animation, it may be useful to watch the model running to determine when it appears to be in a realistic state.

The main advantage of this approach is its simplicity, making it accessible to any simulation user.  Neither does it require the estimation of any parameters, nor is it reliant on any assumptions.  Anecdotal evidence would suggest that time-series inspection is very widely used.  The method does, however, rely upon a subjective assessment and is probably affected by the experience of the analyst.  Further to this, Goldsman and Tokol (2000) note that the detection of the warm-up period through visual inspection is not easy when there is high intrinsic variance.  Indeed, it is quite likely that subtle patterns in the data will go unnoticed if the data are noisy.  The accuracy of the method must, therefore, be questioned.

2.2 Ensemble Average Plots and Schriber's Rule

This approach, described by Banks et al (2001), is similar to the simple time-series inspection except that a series of replications are performed and then the means of the replications are grouped into batches of length b.  The batch means (ensemble means) are then calculated and plotted.  The warm-up period is selected from the point at which the series appears to vary around a common mean.  Schriber's rule, which is described by Pawlikowski (1990), adds more formality to the approach by requiring that the means for the k most recent batches should not differ by more than a value δ.

These methods are relatively simple, and the use of replications and batch means will probably reduce the autocorrelation and fluctuation in the data, which overcomes a shortcoming of the time-series inspection method.  The methods do, however, require the estimation of some parameters, which may affect the accuracy of the estimated warm-up period.  There are various rules for selecting the batch size b, see Fishman (1996) and Alexopoulos and Seila (1998).  If Schriber's rule is applied then values for the number of batches k and δ need to be determined.  There is no specific guidance on either, except to note that Wilson and Pritsker (1978a) use k=2 when determining the warm-up period for an M/M/1 system.  Pawlikowski (1990), however, claims that the use of only two batches may lead to an underestimate of the warm-up period.

2.3 Cumulative-Mean Rule

This rule was first described by Gordon (1969) and has been further investigated by Banks et al (2001).  Following a series of replications, the observations are averaged and then the cumulative means of the resulting time-series are plotted.  The warm-up period is selected at the point at which the cumulative mean becomes stable.

The approach again has the advantage of being very simple and it does not require the estimation of any parameters, except for the number of replications to perform.  It also reduces the fluctuations in the data.  The rule was tested by Gafarian et al (1978) and it was shown to be conservative, overestimating the warm-up period, and so wasting data.  Pawlikowski (1990) and Roth (1994) make similar observations.  It is apparent that this is more a method of estimating the steady-state mean than the length of the warm-up period.

2.4 Deleting-the-Cumulative-Mean Rule

Banks et al (2001), combining the previous two methods, calculate batch means and then cumulative averages of those means.  The initial batch means are then deleted one-by-one, and new cumulative averages are calculated, until it is apparent that any initialisation bias has been removed.  The warm-up period is determined from the number of batches, and hence observations, that have been deleted.

Since this method is a combination of the previous two, the same advantages and criticisms can be levelled at it.  Although the approach requires the use of cumulative averages, this is mitigated to some degree by the deletion of the initial batches.  By removing the batches that contain the initialisation bias, the cumulative mean will stabilise faster and so the method is likely to be less conservative than the cumulative-mean rule.

2.5 CUSUM Plots

An approach using CUSUM plots, credited to Schruben, is described by Nelson (1992).  The CUSUM statistic is plotted for a series of data from a single long replication.  Negative bias in the initial part of the series will be shown by values above zero and vice versa for positive bias.  If there is no initialisation bias, and hence no need for a warm-up period, the plot will fluctuate around zero.  Where there is some initialisation bias, observations are deleted until it is apparent that the bias has been removed.  Nelson suggests that using the averages from a series of replications and batching the data may improve the approach.

The approach is appealing because it is simple and it does not require the estimation of parameters, unless multiple replications and batch means are to be used.  There are no specific assumptions underlying the approach.  The method, however, is subjective and is likely to be affected by fluctuations in the data, although probably less so than the time-series inspection method.  As a method of estimating the warm-up period, CUSUM plots do not appear to have been tested in the literature, and so their effectiveness is unknown.

2.6 Welch's Method

Welch's method is based on the calculation and plotting of moving averages (Welch, 1983).  Having performed a series of replications, moving averages with a window size w are calculated for the means of the observations from the replications.  The window size is increased until the plot of the moving average becomes 'reasonably smooth'.  The warm-up period is selected at the point at which the plot becomes smooth.  Law and Kelton (2000) suggest that 10≤w≤m/2, where m is the number of observations made in a replication.

The method is simple and has gained wide acceptance.  Many authors recommend the use of Welch's method above any others, for instance, Law and Kelton (2000), Goldsman and Tokol (2000) and Alexopoulos and Seila (2000).  The AutoMod simulation package implements Welch's method.  On the down side, as White (1997) notes, it does require the estimation of a number of parameters: run length, number of replications and specifically the window size w.  Law (1983) notes that as the variability in the data becomes larger, then the values of these parameters need to be greater.  Also, the parameters can only be estimated by trial and error.  Beyond this, Pawlikowski (1990) and Alexopoulos and Seila (2000) both note problems with autocorrelation and the estimation of w. Law (1983) also points out that this method may require many replications to obtain smoothing. Finally, since the method is based on the use of cumulative statistics, it may well be conservative, overestimating the warm-up period (Gafarian et al, 1978; Pawlikowski, 1990; Roth, 1994; Wilson and Pritsker, 1978b).
2.7 Variance Plots

Gordon (1969) suggested that the presence of initialisation bias can be examined by studying the behaviour of the variance.  In the absence of initialisation bias, the variance is expected to be proportional to the number of observations n and the standard deviation inversely proportional to √n.  Therefore, given a time series x1, x2, x3,…, xn the warm-up period is selected as the point at which the graph (log n, log 
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) becomes approximately linear with slope –0.5.  Gordon recommends that only a few replications need to be performed.

This method is not as simple or intuitive as those that concentrate on the mean.  In terms of accuracy, Wilson and Pritsker (1978a) tested the method on an M/M/1 system and found that it considerably overestimated the initial transient.  Gafarian et al (1978) arrived at the same conclusion.  As a result Wilson and Pritsker conclude that the method should not be pursued any further.  Pawlikowski (1990), however, suggests that the use of the method with other approaches for estimating the variance may have some advantages.

2.8 Statistical Process Control (SPC) Method

Robinson (2002) describes a method based on statistical process control.  A control chart is constructed from a time-series of the simulation output and the initial transient is identified by the point at which the data move into control (steady-state).  In order to deal with potential non-normality and autocorrelation in the time-series, the data are batched.
Although the method requires the calculation of control chart parameters, this process can be automated and so it is relatively easy to implement.  Because many simulation users are familiar with interpreting control charts, the approach is also relatively simple.  There is, however, some subjectivity in interpreting these charts.  The paper only reports results for one model and so it is not possible to comment on its accuracy.  Key assumptions are the need for independence and normality in the data, which may restrict the application of the method even with batching.  Further to this, five parameters need to be estimated, the mean, variance, the number of replications, the run-length and the batch size.  Mahajan and Ingalls (2004) test the SPC method and find that it can be quite effective for systems with high traffic intensity.
3. Heuristic Approaches for Estimating the Warm-up Period
Whereas the graphical methods rely upon visual inspection and human judgement, the heuristic approaches described in this section provide specific rules for determining when the initialisation bias has been removed.  Some of the graphical methods can be adapted to be heuristic methods by the addition of stopping rules.  For instance, Schriber's rule, described in the previous section, could more appropriately be described as a heuristic approach that adds some formality to the ensemble average plots graphical method.

3.1 Conway Rule or Forward Data-Interval Rule

The Conway rule (Conway, 1963) or forward data-interval rule is described by Gafarian et al (1978).  In a time-series of n observations x1, x2, x3,…, xn, the warm-up period is the first point in the series that is neither the maximum nor the minimum of the remaining observations.  This rule is applied to the data from a series of replications, and the length of the warm-up is selected from the replication that has the maximum warm-up period.

The method is simple and is not dependent on any assumptions or the estimation of parameters with the exception of the number of replications.  Gafarian et al (1978) tested the rule on M/M/1 system data and found that it significantly underestimated the warm-up period for high traffic intensities, and overestimated it for low traffic intensities. White (1997) suggests that smoothing the output sequence could solve the problem of underestimation.

3.2 Modified Conway Rule or Backward Data-Interval Rule

Gafarian et al (1978) suggest a modification to the Conway rule which entails looking at the data backwards.  The warm-up period is selected at the last point that is neither the maximum nor the minimum of all the previous observations.  This gives a different result to that provided by a forward pass through the data.

This approach has the same advantages as the original Conway rule.  It also has the advantage that it does not waste any data, because it only takes account of the data that are in the warm-up period and not the data that follow.  This helps to reduce the length of the run required to identify the initial transient.  When tested on M/M/1 system data, however, it performed poorly, underestimating the warm-up required in all cases except for traffic intensities of 0.5 and 0.7 (Gafarian et al, 1978; Wilson and Pritsker, 1978a).
3.3 Crossing-of-the-Mean Rule

Fishman (1973) describes this rule.  As the simulation output data are generated a running cumulative mean is calculated.  A count, ω, is made of the number of times the output data cross the cumulative mean. The larger the value of ω, the more confidence there is that the initialisation bias has been removed. The warm-up period is the number of observations at which ω is reached.

Although obviously simple to implement, a key problem with this rule is determining an appropriate value of the parameter ω at which the initialisation bias is deemed to have been removed.  In looking at queuing systems, Gafarian et al (1978) and Wilson and Pritsker (1978a) have shown that this rule is very conservative and overestimates the warm-up period for low traffic intensities no matter what ω is selected.  However, when the traffic intensity increases it becomes less conservative.  Gafarian et al (1978) recommended a value of ω=25 for a high traffic intensity in M/M/1/∞ systems (ρ>0.6), whereas Wilson and Pritsker (1978a) recommend ω=7 for a low traffic intensity in M/M/1/15 system.  Pawlikowski (1990) mentions that too small a value of ω can underestimate the initial transient in a heavy loaded (high ρ) system.  White (1997), in an attempt to solve the problem of ω, suggested that the warm-up period should stop after the first crossing of the mean of the reserved sequence, which is the remaining observations after the crossing-of-the-mean rule has been applied.

3.4 Autocorrelation Estimator Rule

Fishman (1971), based on the assumption that the simulation output has an autoregressive representation, proposes a method in which the variance of the mean of the observed output, which is almost certainly autocorrelated, is compared to the variance of the mean of a hypothetical process made up of independent events.  By comparing them, the number of (autocorrelated) observations that need to be collected from the simulation model to be equivalent to collecting one independent observation from the hypothetical process can be determined.  This provides an estimate of the warm-up period.  

Pawlikowski (1990), after some simplifications, describes the rule as follows: 'In a time series of observations x1, x2, …, xn, …, the initial transient is over after 
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observations, where 
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Fishman (1971) applied the rule to an M/M/1 system with a traffic intensity of 0.9 and showed that it was effective.  Pawlikowski (1990), however, claims that the rule underestimates the warm-up period.  The method is not as simple as the previous methods and the need to estimate the parameters of a hypothetical process is problematic.

3.5 Marginal Confidence Rule (MCR) or Marginal Standard Error Rules (MSER)
This heuristic, suggested by White (1997), selects the warm-up period at the point that balances the trade-off between improved accuracy, through elimination of initial bias, and decreased precision, through reduction in the sample size.  The initial observations that are far from the sample mean will be removed only if their impact on the calculation of the confidence intervals is significant.  Therefore, given the time-series of observations x1, x2, x3,…, xn, the warm-up period is selected at the point d (
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The method is relatively simple.  A comparison study by White (1997) showed that the marginal confidence rule performs better than the heuristics described above in detecting the initial transient. 

Later, White et al (2000) tested the method on a second order autoregressive model and showed that the performance of MSER decreases when the bias increases.  Using batches of length five, they managed to overcome this problem and showed that this rule (MSER-5) works even better and that it is very accurate in the estimation of the warm-up period.  In a comparison of warm-up methods, Mahajan and Ingalls (2004) conclude that MSER-5 is highly efficient and they suggest that, among the methods tested, it can be applied across the widest range of models.
3.6 Goodness-of-Fit Test

This method is described in Pawlikowski (1990) and uses a chi-squared test to test the hypothesis that in the batch of m0 observations
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following an observation n0, the number of observations above and below the running mean 
[image: image8.wmf])

(

0

n

X

are about the same (in the statistical sense).  When such a point is found, then this defines the warm-up period. The number of observations in the batch should be more than 30. 

This method is relatively complex in comparison to most of the other heuristic approaches.  Further to this, no tests of its effectiveness could be found and so it is not possible to comment on its accuracy.

3.7 Relaxation Heuristics

Pawlikowski (1990) and Roth (1994) describe this approach which can be applied to M/M/k queuing systems.  It can be shown that the data collected from time t= τR, where τR is the 'relaxation time' of the queue, will be biased by the initial state by the maximum percentage of exp(-4τR / τR)=exp(-4)≈ 0.02 or 2%.  Roth (1994) suggested, as a relaxation heuristic, to begin a queuing system at rest and delete the first 4τR of the model time, where:

τR = [1.4kμ(1 – ρ)2]-1  


(3)

and k is the number of servers, μ is the service rate and ρ is the traffic intensity.  She proved that the relaxation heuristic is applicable in any M/M/k queuing system, which starts from empty, with k 
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 kmax servers, where kmax is the maximum number of servers for which the heuristic is applicable at different traffic intensities. The relationship between ρ and kmax is depicted in Roth (1994).

The main advantage of this method is that it does not require the estimation of any parameters, indeed, it relies purely on the calculation of a formula with no requirement to run the model.  Roth (1994) also shows that the method is very accurate.  The limitation in the approach lies in its restricted applicability, that is, M/M/k queuing systems, where k 
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 kmax.  This severely limits its utility for most practical simulations.

4. Statistical Methods for Estimating the Warm-up Period
The following two methods for determining the warm-up period are based on the principles of statistics.

4.1 Kelton and Law Regression Method

Kelton and Law (1983) apply regression analysis to the problem of the initial transient.  Their premise is that in a time-series of batch means, the initial transient is over after batch b0 if the sequence of batch means that follow can be approximated to a straight line with a zero slope.  Since the correlation between batches might be significant, Kelton and Law use the generalised least square regression procedure, which allows for autocorrelation in the regression model.  To fit the regression line, they start from the end of the series and then move the segment backwards until the slope of the line is significantly different from zero.  If the line that is initially fitted does not have a zero slope, the replication length is increased.  Throughout, the number of batches is kept fixed.

The method was tested with several queuing models (M/M/k, M/H2/1, E4/M/1), for various values of ρ (traffic intensity), and with multiple-selection problems.  In terms of the elimination of the initialisation bias and the estimation of the warm-up period, the method performed well in most of the cases, with the exception of M/M/1 with ρ = 0.95.  Roth (1994) reaches the same conclusion.

There are some problems with the method.  First, it rests on the assumption that the data converge to the steady-state mean monotonically, which may not be the case.  This reduces the method’s applicability.  Law (1983) suggests that the method could be modified to use one of Schruben’s initialisation bias tests (discussed later), because they do not require the data to be monotone.  A second problem is that the method requires the estimation of nine parameters.  Kelton and Law do suggest some values, but they may not be applicable in all circumstances.  Finally, the use of the generalised least square regression procedure makes the method rather complex.  Perhaps it is no accident that Law and Kelton (2000) appear to recommend Welch’s method as the ‘simplest and most general’ approach to the estimation of the warm-up period.

4.2 Randomisation Tests for Initialisation Bias

This method, described by Yücesan (1993), is based on the random shuffling of batched data and testing for the significance in the difference of two means.  A significant difference being indicative of initialisation bias. 

The null hypothesis is that there is no initialisation bias in the output mean.  The data are grouped into b batch means, which are further split into two groups.  Initially the first group consists of the first batch only and the second group of the remaining b-1 batches.  A test statistic is used to determine whether there is a significant change in the mean between the two groups; the test statistic used by Yücesan is the absolute value of the difference between the grand means of the two groups.  A randomisation procedure is then used to shuffle the batch means, and the test statistic is once again applied.  After a predetermined number of shuffles, the significance level is computed and in accordance with its value the null hypothesis is either rejected or not rejected.

The procedure is repeated by redefining the groups.  In the second iteration the first group consists of the first two batches and the second consists of the last b-2 batches.  This can be continued until the first group consists of the first b-1 batches and the second group consists of only the last batch. The warm-up period is detected by the iteration in which the null hypothesis fails to be rejected
The main advantage of this method is that there are no assumptions about the distribution of the data.  In addition, it is flexible in terms of the statistical test selected for comparing the means of the groups.  There are, however, a number of disadvantages with the method.  First, the shuffling of the batches of data requires a significant volume of calculations, making the execution of the procedure slow.  The problem is exacerbated given that a greater number of shuffles is required for a better result.  Second, the method is based on the assumption that the data are uncorrelated.  This is achieved by grouping the data into batches.  Yücesan suggests that, in an M/M/1 model, a batch size of 500 observations satisfies the assumption of the statistical test used.  This means that the minimum warm-up period possible is 500 observations, and if longer it must be a multiple of 500.  It is likely, therefore, that the approach will be very conservative.  Finally, in testing the approach on an M/M/1 model, Yücesan found that the test had low power when the system is started from empty and that it fails to detect bias when the traffic intensity is ρ>0.7.

5. Initialisation Bias Tests

These methods test the null hypothesis that there is no initialisation bias present in a series of data.  As such, they are not strictly methods for determining the warm-up period, but of identifying whether the warm-up period has been deleted.

Most of these tests require the estimation of the sample variance, for which several methods are proposed.  Fishman (1973) uses an autoregressive model.  He also suggests some other approximations for the sample variance, which are known as 'batched means methods' (Schruben et al, 1983).  Meanwhile, Pawlikowski (1990) uses spectral variance analysis.  In general, the last half of the data are used for the estimation of the variance.

5.1 Schruben's Maximum Test

Schruben's (1982) maximum test is based on the calculation of the differences between the mean of an entire output series and the mean of the first k observations.  The maximum (or minimum in the case when positive bias is expected) of a value based on these differences is identified.  A bias statistic is then calculated and compared with an F distribution.  The test can be conducted for a single replication or for the average of a series of replications, depending on the objectives of the analyst.   

Schruben shows that this test performs very well in many situations.  The test also performs well in cases with large bias.  It is not, however, particularly powerful in the case of short runs with a large initial effect that remains throughout the run (i.e. high traffic intensity ρ).  This is because these tests are based on the asymptotic theory, which requires long runs. To some degree, this assumption restricts the applicability of the test, but it can still be applied successfully in many cases.  The test also requires the estimation of a number of parameters, particularly the variance.

5.2 Schruben's Modified Test

Schruben (1982) also proposes a modification to the maximum test in which the output from a single replication is divided into two.  Bias statistics are then computed for the two halves of the output series and an F test performed on a value that combines the two statistics.  Nelson (1992) suggests a version of this test where the data are divided into batches. 

White et al (2000) tested the method using a second order autoregressive process and concluded that it was effective and reliable in detecting and reducing the initialisation bias.  In addition, this test does not require the estimation of the sample variance.  However, as for Schruben's maximum test, the test is based on asymptotic theory and so it does not perform well for short runs. 

5.3 Optimal Test

In the optimal test (Schruben et al, 1983) a test statistic is again calculated based on the differences between the mean of an entire output series and the mean of the first k observations.  In this case, the test statistic is compared to a t distribution.
This test proves to be very powerful.  It was tested on an M/M/1 queuing system with high ρ, queuing networks, autoregressive and Markovian models and it was found to be valid in all cases (Schruben et al, 1983).  The test was compared to Schruben’s maximum test and performed similarly well in terms of Type I error.  Its main advantage is that it gives accurate results in the case of high traffic intensity ρ, which is a weakness of the maximum test.  Law (1983) suggests that the optimal test should be used when there is a large initialisation bias.  Schruben et al (1983) suggests that both the optimal and maximum tests should be applied to the output sequence. 

For all three of Schruben's tests described above, Pawlikowski (1990) states, ‘despite the sophisticated theory behind them, they appear to require modest computation and programming and can be applied to a wide range of simulation experiments’.  Their high power is mentioned in Law (1983).  He also notes that although they are based on asymptotic theory, they perform well for fairly short run lengths.  Ma and Kochhar (1993) conclude that too large or too small a sample size might reduce the power of the tests.  Another problem is that they require the estimation of a number of parameters, and particularly the variance, with the exception of the modified test.

5.4 Rank Test

The rank test (Vassilacopoulos, 1989) follows the same principles as Schruben's initialisation bias tests described above, except that the output series is ranked in ascending order.  The test was validated on an M/M/1 and an M/M/4 queuing system with traffic intensity ρ = 0.9 and it was proved to perform well in terms of both Type I and Type II errors.  The method also has the advantage that it does not require the estimation of the variance of the output sequence.  It does not appear, however, that the method has been tested under a wide set of circumstances.  Vassilacopoulos (1989) suggests that this is necessary before the test can be recommended. 

Ma and Kochhar (1993) performed an interesting comparison of the rank and the optimal test using an artificial stochastic sequence with a bias factor.  They show that too large or too small a sample size could reduce the power of each test.  Both tests were found to be satisfactory in terms of detecting the initialisation bias.  Ma and Kochhar conclude that although the rank test is easier to implement, the optimal test is better, especially in terms of Type II error.

5.5 Batch Means Based Tests

Goldsman et al (1994) describe a family of tests, all based on the use of batch means.  The first test is known as the max test.  This is a modification of Schruben's maximum test but based on the use of batch means.  The second test, the batch means test, splits the output series into two sets of batches (b and b-b') and calculates a test statistic based on the variance of the batch means in the two sets.  The area test uses a similar approach based on two sets of batch means, but the test statistic is calculated by computing the area under standardised time-series of the batch means.  Goldsman et al also describe a combined version of these tests.

In tests that have been performed on these approaches there are differing conclusions concerning their accuracy.  Goldsman et al (1994) test these approaches using an M/M/1 and an autoregressive model. They conclude that the batch means and combined tests are more powerful in detecting the initialisation bias when b and b' are fairly large.  The performance of the non-batch means tests is disappointing when the output is divided into many batches.  

On the other hand, Cash et al (1992), when testing the approaches using an autoregressive model, an M/M/1 and a Markov Chain model, conclude that the max test is the most powerful, while the batch means and area tests are the least powerful.  They point out, however, that the max test becomes the most powerful only when there is a large amount of data.  In addition, the power of the tests is decreased if the batch size (b) is too large or too small.  Cash et al also show that the ratio f= b/b’ significantly affects the power of the tests.  When f=b’/b=0.5 (i.e. the batches are partitioned into equal sets), the tests have no power in detecting shift bias, since they are designed to detect differences between the variability of the two batch sets. They recommended f=0.75. 

Ockerman and Goldsman (1999), using an M/M/1 and an autoregressive model, found that both the batch means and max tests are powerful at detecting the initialisation bias.  They also conclude that the max test is preferable because the batch means approach is only powerful when the system starts in steady-state, which is not useful for most real world applications. 

White et al (2000) compare the max test, the batch means test and Schruben's modified test.  They use a zero mean second order autoregressive model.  They conclude that the batch means and modified tests are effective, although sometimes batch means tends to underestimate the warm-up period.  The max test produced inconclusive results.

It appears that the accuracy of the tests depends upon the nature of the model for which the warm-up period is being estimated.  Beyond their accuracy, these tests require the estimation of various parameters, particularly the variance.  The methods are not particularly simple. 

6. Hybrid Methods for Estimating the Warm-up Period
This last category of methods employs initialisation bias tests in combination with graphical methods or heuristic approaches to determine the warm-up period.

6.1 Pawlikowski’s Sequential Method

This method, based on the optimal test, is described by Pawlikowski (1990).  A first estimation is made of the truncation point using any of the graphical or heuristic methods described above.  The optimal test is then applied to a range, nt, of the first observations, to test the null hypothesis that there is no initialisation bias.  If it is concluded that there is initialisation bias in the data a number of observations are discarded, new observations are collected and the process is continued until the null hypothesis is not rejected.

The method requires the estimation of the variance.  Pawlikowski uses spectral variance analysis on the last nv observations, where nv≥100, so it is more likely that the estimator represents steady-state.

The method is efficient in that it uses a range of data in a sequential procedure.  It is based on a statistical test that has been shown to be powerful and since it follows a clear set of rules, it can be implemented in an automated fashion.  It does, however, require the estimation of a number of parameters including the variance, an initial warm-up period and the number of observations to be used in the test.  Although the author suggests some initial values for these parameters, it is not clear that these have been tested and proved to work well.  Indeed, there are no results given on the performance of the method.  A further problem is the use of spectral variance analysis, which makes the method quite complex.  Finally, the approach would perform poorly if the graphical or heuristic method used to determine an initial warm-up period overestimated its length.  In this case the warm-up period would be accepted without consideration being given to a shorter period.

6.2 Scale Invariant Truncation Point Method (SIT)

Jackway and deSilva (1992) describe this method which is based on the optimal test.  The data set, consisting of n observations, is partitioned into at least three batches of size b, so that b<n/3, b>25, and the size of each batch is equal.  The first three batches are tested for initialisation bias using a slightly modified optimal test.  If the test results in a {bias, no bias, no bias} situation for three batches respectively, then it is concluded that the warm-up period has been detected.  If not, the batch size is increased by a multiplicative factor Δb and the process is repeated again until either the warm-up period is found or b>n/3.  If a warm-up period is not found, more observations must be collected. 

Experiments, based on several queuing theory and autoregressive models, demonstrated good performance in detecting initialisation bias and estimating the warm-up period, with an overestimation of the warm-up period being rare.  The method does, however, require the estimation of various parameters including the variance.  Jackway and deSilva do not make any suggestions concerning the determination of the multiplier Δb.  The method may require a large amount of data to perform well since it is based on asymptotic theory.
7. Discussion

Table 1 provides a summary comparison of the methods for estimating the warm-up period.  For every method a score is given for each of the five criteria described in the introduction.  These scores are given on a scale of 1 (poor) to 5 (good) and a total for each method is calculated.  A mean score for each category of methods is also given to indicate that category’s performance.  The scores are based on a subjective assessment by the authors following the detailed review of the literature, and so should only be taken as indicative.  The accuracy scores are low for most methods because there are some doubts about their accuracy, largely because there has been only limited empirical testing.  With further testing, it would be possible to give more definitive scores.  No accuracy score is given for the goodness-of-fit test, since there is no indication in the literature concerning its accuracy.

Table 1  Summary Comparison of Methods for Estimating the Warm-up Period
	Method
	S
	EI
	Ac
	As
	PE
	Total

	Graphical Methods
	
	
	
	
	
	

	Time-series inspection
	5
	4
	1
	5
	5
	20

	Ensemble average plots
	4
	3
	2
	5
	3
	17

	Cumulative-mean rule
	4
	4
	2
	5
	4
	19

	Deleting-the-cumulative-mean rule
	4
	4
	2
	5
	4
	19

	CUSUM plots
	4
	4
	2
	5
	4
	19

	Welch’s method
	4
	3
	2
	5
	3
	17

	Variance plots
	3
	3
	1
	5
	4
	16

	SPC method
	4
	4
	2
	3
	2
	15

	Mean
	4.0
	3.6
	1.8
	4.8
	3.6
	

	Heuristic Approaches
	
	
	
	
	
	

	Conway rule
	4
	5
	1
	5
	4
	19

	Modified Conway rule
	4
	5
	1
	5
	4
	19

	Crossing-of-the-mean rule
	4
	3
	1
	5
	2
	15

	Autocorrelation estimator rule
	2
	2
	2
	4
	2
	12

	MCR/MSER
	4
	5
	3
	5
	5
	22

	Goodness-of-fit test
	3
	4
	n/a
	5
	4
	n/a

	Relaxation heuristics
	4
	5
	3
	1
	5
	18

	Mean
	3.6
	4.1
	1.8
	4.3
	3.7
	

	Statistical Methods
	
	
	
	
	
	

	Kelton and Law regression method
	2
	4
	3
	3
	1
	13

	Randomisation tests
	1
	4
	1
	3
	4
	13

	Mean
	1.5
	4.0
	2.0
	3.0
	2.5
	

	Initialisation Bias Tests
	
	
	
	
	
	

	Schruben’s maximum test
	3
	5
	3
	5
	2
	18

	Schruben’s modified test
	3
	5
	3
	5
	4
	20

	Optimal test
	3
	5
	4
	5
	2
	19

	Rank test
	3
	5
	3
	5
	4
	20

	Batch means based tests
	2
	5
	3
	5
	2
	17

	Mean
	2.8
	5.0
	3.2
	5.0
	2.8
	

	Hybrid Methods
	
	
	
	
	
	

	Pawlikowski’s sequential method
	1
	4
	2
	5
	2
	14

	Scale invariant truncation point method
	2
	4
	3
	5
	2
	16

	Mean
	1.5
	4.0
	2.5
	5.0
	2.0
	


S: Simplicity, EI: Ease of implementation, Ac: Accuracy, As: Assumptions, PE: Parameter estimation

Some interesting patterns emerge from the scores in table 1.  First, it is not possible to recommend one specific method.  MCR/MSER has the highest total score, but because it has only been subject to limited testing, its accuracy cannot be guaranteed.  Some methods are in close contention (e.g. time-series inspection, Schruben’s modified test and the rank test), with others not far behind.  At the other extreme, some methods appear to perform very poorly, for instance, variance plots, crossing-of-the-mean rule, autocorrelation estimator rule, both statistical methods and Pawlikowski’s sequential method.  It is probably not worth pursuing these methods any further.  Care must be taken, of course, in interpreting the total scores, both because of the subjective nature of the scoring and because the criteria are probably not of equal importance.

In terms of the categories, the graphical methods are generally the simplest methods and they are reliant on very few, if any, assumptions.  Since only modest calculations are required, they can easily be implemented in a spreadsheet, although a difficulty is the requirement to estimate parameters for some of the methods, with little or no guidance.  The accuracy of these methods is questionable, largely because they rely on subjective assessments.  The fact that the methods rely upon human interpretation of a graph has both advantages and disadvantages.  The methods are more transparent and rely upon the judgement of the user who may have much expertise in the real system that is being modelled.   On the other hand, because the approaches are subjective, the conclusions may be very different depending upon the expertise of the analyst.  White (1997), however, notes that 'the human faculty for recognising visual patterns should not be underestimated'.  The accuracy of some of the approaches is also affected because it is generally believed that the use of cumulative statistics tends to overestimate the warm-up period.

The heuristic approaches are again largely assumption free and require few parameters to be estimated.  Although not as simple, or transparent, as the graphical methods, they are generally not too onerous for the analyst.  The use of clear rules to determine the warm-up period provides an advantage over the graphical methods, removing the subjectivity and making the methods open to automation, hence giving a higher mean score for the ease of implementation.  Some patterns in the data might be missed, however, if a graphical representation is not used at all.  The accuracy of the methods is variable and depends upon the nature of the simulation output.

The two statistical methods involve quite complex procedures.  The regression method requires many parameters to be estimated and depends upon some restrictive assumptions.  The randomisation tests involve onerous computations and they are likely to give a conservative estimate of the warm-up period.  Tests show the accuracy of both approaches to be questionable, particularly in circumstances when the traffic intensity is high.

Initialisation bias tests are not strictly methods for estimating the warm-up period, but for determining whether the initialisation bias has been removed.  As such they can be used in conjunction with other methods for determining the warm-up period.  The theory underlying this group of tests is generally quite complex, reducing their simplicity.  They require only modest computation, however, and so are relatively easily implemented.  A number of parameters need to be estimated, particularly the variance, but they are largely assumption free.  Tests show varying degrees of accuracy, depending on the nature of the simulation output, but overall this category of methods seems to be the most reliable.  This is in part because they are not estimating the warm-up period, but are determining whether the selected warm-up period is reasonable.  Because of the varying degree of accuracy, it is recommended that more than one test is applied.

The two hybrid methods require the estimation of various parameters, particularly the variance.  Pawlikowski's method relies upon the use of spectral variance analysis, making the approach particularly complex.  It also appears to overestimate the warm-up period in some circumstances.  Although the scale invariant truncation point method does not seem to provide overestimates, it may require large amounts of data to perform well.  One advantage is that these methods are relatively assumption free.
In conclusion, there is no single method that can be recommended.  Graphical methods are useful when user involvement in the estimation of the warm-up period is seen as advantageous.  The heuristic methods have the advantage of providing specific rules for determining the warm-up period, making automation of the procedure possible.  It would seem sensible to apply initialisation bias tests to any decisions concerning the warm-up period, to determine whether the estimate is reasonable. 

A key problem is that there have been few empirical investigations into the methods.  As such, it is difficult to determine the accuracy and generality of the different approaches.  Evidence from the literature search, and anecdotal evidence, suggests that the most commonly used methods are the simple time-series inspection and Welch's method, both of which have their shortcomings.

Despite a history of around 40 years of research into the estimation of the warm-up period, there has been only limited progress.  Certainly more research is needed in this important area of simulation modelling.  First, the methods need to be more thoroughly tested both on artificial data sets (for which the results are known) and on the output from real simulation models.  Second, there are few studies that provide comparisons of the various methods.  The only recent examples found were Pawlikowski (1990), Cash et al (1992), Ma and Kochhar (1993), White et al (2000) and Mahajan and Ingalls (2004).  Detailed studies comparing the methods and identifying which are most appropriate would be useful.  Third, it would be interesting to survey simulation users to determine what methods are being used to remove the initialisation bias.  As suggested above, the expectation is that only the very simplest methods are in regular use.  Finally, the development of new methods should continue.  The aim should be to develop methods that are effective in terms of the criteria set out at the start of the paper.

There are some additional issues that require consideration.  In many simulation models the analyst is interested in more than one output statistic.  How can a warm-up period be determined for multiple output measures?  The majority of the methods described above involve the analysis of time-series data.  There is, however, little guidance on the observation interval that should be used.  How can an appropriate observation interval be determined?

8. Conclusion

A number of methods for determining the warm-up period or detecting initialisation bias have been described under five headings: graphical methods, heuristic approaches, statistical methods, initialisation bias tests and hybrid methods.  The advantages and disadvantages of each method have been discussed.  It is apparent that no single method can be recommended.  Indeed, in the absence of further research, it is recommended that a number of methods are employed if an accurate estimate of the warm-up period is required.
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